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Abstract 
 

In the current era, product differentiation is increasing; it is often fueled by big data and 
artificial intelligence (AI). Whereas product differentiation is generally welfare enhancing 
when consumers are informed and fully rational, such differentiation might reduce welfare 
when consumers suffer from misperceptions, either because of a lack of information or 
because of behavioral biases. We show that the positive and normative implications of 
product differentiation depend on whether consumers over- or under-estimate the benefits 
from some products. In particular, over-estimation of the benefits is a potential source of 
significant welfare losses. We also study sellers’ incentives to promote, or combat, 
misperception. Our analysis can inform policymakers who are debating regulation that can 
make product differentiation more difficult (or easier), especially when the differentiation 
is instigated by AI algorithms powered by big data. 
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1. Introduction 

In this contribution to the symposium honoring Daniel Kahneman, we address an issue at 

the core of Kahneman’s pathbreaking scholarship. Kahneman was of course a psychologist, not an 

economist. His Nobel Prize in economics, and his extraordinary impact on economics, stemmed 

from his work, often together with Amos Tversky, on how people depart, systematically, from 

perfect rationality. Kahneman was keenly interested in prediction errors. Our goal here is to show 

how certain prediction errors, leading to consumer misperceptions, alter the standard analysis of 

product differentiation.  

Product differentiation is an important phenomenon that has been extensively studied in 

the economics literature. (Classic papers include Smith 1956, Spence 1976 and Schmalensee 1982. 

This literature has been surveyed in, e.g., Eaton and Lipsey 1989.) This literature has explored the 

conditions for market equilibria that exhibit product differentiation and the welfare implications 

of product differentiations (or the socially optimal degree of differentiation). While most of this 

literature assumes that consumers are perfectly rational, a few more recent contributions consider 

the implications of consumer misperception. (See Bloch and Manceau 1999, Locati 2014, Spiegler 

2014, Bienenstock 2018, Bar-Gill 2020, Cavaliere and Crea 2022, and Acemoglu et al. 

fortchcoming.) Our main claim here is that an understanding of consumer misperception much 

alters the standard analysis and the welfare implications (sometimes in unexpected ways). 

Our reevaluation of product differentiation, especially differentiation that exploits 

consumer misperception, bears directly on current and coming developments, as the incidence of 

product differentiation is increasing, enabled by AI-powered algorithms that generate 

differentiated product offers to vulnerable consumers, i.e., consumers who suffer from biases and 

misperceptions. (See, e.g., Hacker 2021, Calo 2014, Hauser et al. 2009, Nadler & McGuigan 2018, 
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Matz et al. 2017, Hui et al. 2013, Dowling et al. 2019, Paterson et al. 2021, Rosen 2013). The 

company eyeq, which counts VinMart and Unilever among its “partners,” developed an 

“Emotional Recognition” algorithm that scans the faces of in-store shoppers “to measure six basic 

emotions, detect genders and ages” and then “optimize[s] the advertisement targeting effect.” (See 

eyeq n.d. See also Wagner & Eidenmüller 2019). A leaked internal Facebook strategy document 

boasted that: “[b]y monitoring posts, pictures, interactions and internet activity in real-time, 

Facebook can work out when young people feel ‘stressed’, ‘defeated’, ‘overwhelmed’, ‘anxious’, 

‘nervous’, ‘stupid’, ‘silly’, ‘useless’, and a ‘failure.’” According to the leaked document, this can 

be used to micro-target ads at “moments when young people need a confidence boost.”1 Target 

Corporation apparently used big data and algorithms to identify pregnant consumers and new 

parents and then sent them special coupons (Duhigg 2013).  

In markets where consumers are sophisticated, i.e., informed and fully rational (S markets, 

as we shall call them), product differentiation is largely beneficial. By contrast, in markets with 

many unsophisticated consumers who suffer from significant information and rationality deficits 

(U markets, as we shall call them), product differentiation can be harmful. As we shall show, 

product differentiation in U markets is potentially harmful when the unsophisticated consumers 

overestimate the product’s benefit; differentiation may actually help consumers when information 

and rationality deficits lead to underestimation of the product’s benefits. 

It should be intuitive that in S markets, product differentiation is welfare enhancing, as it 

allows for a better matching between products and consumers (see, e.g., Acemoglu et al. 

 
1 Facebook responded that it “does not offer tools to target people based on their emotional state,” and promised 
that the research on younger users “was never used to target ads.” The leaked document was obtained by an 
Australian newspaper (Davidson 2017). On the leaked document and Facebook’s response – see Tiku (2017), Levin 
(2017). According to a related, earlier story, Facebook allowed advertisers to target users based on recent changes to 
their relationship status (Entis 2014). Facebook gives advertisers a way to target by relationship status (Adams 2024).  
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forthcoming). If some consumers like tablets and other consumers like laptops, differentiation can 

help both to get what they want.  In U markets with overestimated benefits, product differentiation 

might harm biased consumers who end up purchasing an inferior product whose benefits are lower 

than they anticipate (compare: Acemoglu et al. forthcoming). Consumers might be offered an 

outmoded laptop at an inflated price, and they might like what they see. Because of product 

differentiation, seller can offer outmoded laptops to consumers who will overestimate their 

benefits. These biased consumers are harmed, relative to a no-differentiation world, in which the 

superior product would have been offered to all consumers at once.  

But even in U markets with overestimated benefits, product differentiation is not always 

harmful. Specifically, differentiation can help consumers, if in the no-differentiation world sellers 

would offer only the inferior product to the biased consumers, at an inflated price. (In this case, 

product differentiation helps the unbiased consumers, and does not harm the biased consumers.) 

We emphasize that the effects of differentiation must be measured relative to a baseline of no 

differentiation. Differentiation harms overestimators, when it prevents them from pooling with the 

unbiased consumers. This also explains the seemingly counterintuitive result that sellers’ ability 

to differentiate harms overestimators only when the share of biased consumers is not too large. 

When the number of overestimators increases, sellers will cater only to these consumers in the no-

differentiation benchmark. There will be no pooling benefit to be lost. 

In U markets where some consumers underestimate the benefit from a superior product, 

differentiation helps consumers because, in a no-differentiation world either (i) the inferior product 

would have been offered to all consumers or (ii) the superior product would have been offered at 

a price that completely excludes biased consumers from the market (whereas differentiation allows 

biased consumers to at least get the inferior product). Intuitively, differentiation is potentially 
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harmful in U markets with overestimators, because it allows sellers to single out and exploit 

overestimators. In contrast, in U markets with underestimators, sellers will not single out 

underestimators who have a lower WTP for the seller’s products. 

Some consumer markets may feature either consistent overestimation or consistent 

underestimation. But some markets include overestimators, underestimators, and unbiased 

consumers – all in the same market.  We extend our analysis to this more general setting. When 

there are many overestimators, in the no-differentiation benchmark sellers cater only to these 

overestimators, offering them inferior but overestimated products. In this case, differentiation 

helps unbiased consumers and underestimators who are excluded from the market without 

differentiation (overestimators are not affected), which means that differentiation increases the 

overall consumer surplus. When there are fewer overestimators and many underestimators, in the 

no-differentiation benchmark sellers will offer inferior, but not underestimated products at a price 

that will attract all consumers. Here, differentiation helps unbiased consumers who would get the 

superior product and harms overestimators who would get the same, inferior product but pay a 

higher price for it (underestimators are not affected). Therefore, when the share of overestimators 

is sufficiently low, differentiation increases the overall consumer surplus; otherwise, no 

differentiation (ND) is better. When there are fewer overestimators and fewer underestimators, in 

the no-differentiation benchmark sellers will offer the superior product to unbiased consumers and 

overestimators. Here, differentiation helps underestimators who are excluded from the market 

without differentiation, and harms overestimators who would get an inferior product and overpay 

for it (unbiased consumers are not affected). Therefore, when the share of overestimators is 

sufficiently low, differentiation increases the consumer surplus; otherwise, ND is better. 
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A final extension endogenizes the prevalence and magnitude of the misperception. Sellers 

can invest in advertising that creates or enhances consumer misperception. For example, 

advertising can draw disproportionate attention to some minor positive attribute and thus lead to 

an overestimation of the product’s benefit. The question is whether the ability to engage in product 

differentiation increases or decreases sellers’ incentives to promote certain misperceptions and 

combat others. A preliminary observation is that sellers will want to increase the prevalence and 

magnitude of overestimation and to reduce the prevalence and magnitude of underestimation. In 

markets where overestimation is the main concern, differentiation increases sellers’ incentives to 

promote the misperception, when the starting point features few biased consumers (with relatively 

weak biases). When the starting point features many biased consumers (with relatively strong 

biases), then sellers will have similar incentives to promote the misperception with and without 

differentiation. In markets where underestimation is the main concern, differentiation increases 

sellers’ incentives to reduce the misperception, when the starting point features many biased 

consumers (with relatively strong biases). When the starting point features few biased consumers 

(with relatively weak biases), then sellers will have incentives to reduce the misperception with 

differentiation, but weaker than the incentives to reduce the misperception without differentiation. 

 The remainder of the paper is organized as follows: Section 2 includes an informal analysis, 

which emphasizes the distinction between S markets and U markets and the different welfare 

implications of product differentiation in the two types of markets. Section 2 also distinguishes 

between U markets with overestimation of product benefits and U markets with underestimation 

of product benefits and explains, intuitively, why the welfare implications of product 

differentiation depend on the type of bias. Section 3 lays out the formal model and uses it to 

separately study U markets with overestimators (in addition to unbiased consumers) and U markets 
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with underestimators (in addition to unbiased consumers). Section 4 generalizes the analysis, 

allowing for different shares of unbiased consumers, overestimators and underestimators in the 

same U market. Section 5 endogenizes the prevalence and magnitude of consumer misperception 

and briefly considers the effects of differentiation on sellers’ incentives to increase (or decrease) 

consumer misperception. Section 6 concludes.  

 

2. Informal Analysis 

 

A. General 

S Markets. This paper focuses on U markets and on the potential welfare costs of product 

differentiation in such markets. But it is useful to begin by sketching the standard welfare benefits 

of differentiation, which were developed assuming S markets. In S markets, where most consumers 

are sophisticated, product differentiation will generally be welfare enhancing. Consider the market 

for laptops. In a no differentiation world, there might be only one type of laptop—with a large, 

super-high-definition screen and a powerful graphics card, but a mediocre Central Processing Unit 

(CPU) and limited Random Access Memory (RAM). This laptop would be a good fit for a graphic 

designer, and a poor fit for a computer scientist who needs to analyze large datasets. With a little 

differentiation, there could be two types of laptops: One with the large, super-high-definition 

screen and the powerful graphics card, and another with a lower-end screen and graphics card, but 

a super-fast CPU and extra RAM. The graphics designer would get the former, whereas the 

computer scientist would get the latter. Now, for both consumers, there is a good fit between 

preferences (or needs) and the purchased laptop.  
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Or consider a market for cars. In a no differentiation world, there might be only one type 

of car— a larger car with more legroom and a bigger trunk, but a low-end entertainment system. 

This car would be a good fit for a suburban family, and a poor fit for an unmarried city-dweller 

who enjoys listening to opera (and struggles with parking in the city). With differentiation there 

could be two types of cars: A larger car with more legroom and a bigger trunk, and a smaller car 

that comes with a higher-end entertainment system. The suburban family would get the former, 

whereas the opera-loving city-dweller would get the latter. Now, for both consumers, there is a 

good fit between preferences (or needs) and the purchased car. 

The examples could easily be proliferated. The central point is that in light of the immense 

diversity of consumers’ preferences, needs and budget constraints product differentiation can 

significantly enhance welfare by allowing for better matches between consumers and products. 

These benefits of product differentiation have long been recognized in S markets. But do they 

extend also to U markets?  

U Markets. Consider U markets where unsophisticated consumers appear alongside 

sophisticated consumers. In these markets, product differentiation might be welfare reducing. 

Suppose that product differentiation allows for two products, a lower-quality product and a higher-

quality product (assume that the higher quality is well worth any price difference between the two 

products). Suppose too that unsophisticated consumers overestimate the benefit from the lower-

quality product; they might lack information or they might be unrealistically optimistic. There is a 

risk that these unsophisticated consumers might mistakenly purchase the inferior, lower-quality 

product. (The sophisticated consumers will purchase the higher-quality product.) Such product 

differentiation is harmful if, in a no-differentiation world, the only available product would be the 

higher-quality product. 
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In these scenarios, one group of consumers gets lower-quality products, rather than just 

different-quality products (as in Section A above). But product differentiation can also help 

consumers in U markets. For instance, if a sufficiently large number of unsophisticated consumers 

underestimate the benefit from a higher-quality product, mistakenly preferring a lower-quality 

product, then in a no-differentiation world all consumers would get the lower-quality product. 

With product differentiation at least the sophisticated consumers get the higher-quality product. 

Setup. Consider a market with two products, P1 and P2. To focus on the effect of benefit 

and perceived benefit, we assume that the cost, to Seller, of manufacturing the two products is 

identical, and for expositional purposes we let this cost be zero. We assume that some of the 

consumers are sophisticated, and thus accurately identify the benefits that they would derive from 

each product, while others are unsophisticated, and thus misperceive the benefit from one of the 

products. We distinguish between the case where the lower, P2 benefit is overestimated and the 

case where the higher, P1 benefit is underestimated. Market power is such that Seller gets half of 

the perceived surplus and the consumer gets half of the perceived surplus. (Note that, since the 

cost is zero, half of the perceived surplus is equal to half of the perceived benefit.) This equal 

division of the perceived surplus is achieved by setting the price equal to half of the perceived 

benefit. Using this setup, we analyze the welfare implications of product differentiation in U 

markets. We start, in Section B, with the overestimation case, and then turn to underestimation in 

Section C. 

 

B. Overestimation 

 

Assume a U market with product differentiation and consider the following examples: 
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Example 1a: There are two types of cars: (i) a larger car with more leg-room and a bigger 

trunk (P1), which provides a benefit of 200 and (ii) a smaller car that comes with a higher-

end entertainment system (P2), which provides a benefit of 100. One-half (1/2) of 

consumers are sophisticated, and thus accurately identify the benefits that they would 

derive from each car. The other half (1/2) of consumers overestimate the number of hours 

that they will spend listening to opera in the car and thus overestimate the benefit from P2, 

mistakenly thinking that it is 300 (rather than 100).2  

 

Example 1b: Same as Example 1a, except that one-quarter (1/4) of consumers are 

sophisticated, and the other three-quarters (3/4) overestimate the benefit from P2, 

mistakenly thinking that it is 300 (rather than 100). 

 

In this differentiated market, unbiased consumers will buy the larger vehicle at a price of 

100 (which is half of the actual benefit, 200); and the biased consumers who overestimate the 

benefit from the entertainment system will buy the smaller car with the high-end entertainment 

 
2 To focus on situations where the overestimation bias is potentially most troubling, we assume that the overestimated 

benefit from P2 exceeds the accurately perceived benefit from P1, i.e., that the bias flips the relative desirability of the 

two products. Contrast this example with the car example that we used in Section A: There the larger car was optimal 

for one group of consumers (suburban families) and the smaller car was optimal for another group of consumers (city 

dwellers). Here, the larger car is optimal for all consumers—perhaps because the relevant market comprises only of 

suburban families—and the only reason why someone would purchase the smaller car is the overestimation bias. 

Finally, we set aside the issue of externalities by assuming that both cars (P1 and P2) pollute the environment at similar 

levels. 
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system at a price of 150 (which is half of the perceived benefit, 300). With product differentiation, 

in Example 1a, Seller’s overall profit is: !
"
× 100 + !

"
× 150 = 125; and the overall consumer 

surplus is: !
"
× (200 − 100) + !

"
× (100 − 150) = 25. And, in Example 1b, Seller’s overall profit 

is: !
#
× 100 + $

#
× 150 = 137.5; and the overall consumer surplus is: !

#
× (200 − 100) +

$
#
× (100 − 150) = −12.5.  

To appreciate the harm from differentiation, we must compare the differentiation outcome 

to the no-differentiation benchmark. What would happen in a no-differentiation world, where there 

is only one type of car? A preliminary question is what single type of car would be offered. Would 

sellers offer the larger car or the smaller? 3 And what price will they set? If Seller offers P1, then 

misperception doesn’t play a role (since only the benefit from P2 is misperceived). Seller sets a 

price 100 and earns a profit of 100. Note that all consumers buy P1. If Seller offers P2, then Seller 

would forgo the business generated by the unbiased consumers and set a price of 150, at which 

only overestimators would make the purchase. Seller’s profit would then be !
"
× 150 = 75 in 

Example 1a and $
#
× 150 = 112.5 in Example 1b, reflecting a higher per-unit profit but a smaller 

number of units sold.4 Since 75 < 100, in Example 1a only the larger car will be offered, and the 

 
3 We compare the option of offering only the larger vehicle or offering only the smaller vehicle. But there is another 

possibility: If sellers cannot discriminate, they might offer a third product design (i.e., not one of the two product 

designs described in the text).  

4 Seller will never offer P2 at a price that will attract all consumers. Intuitively, in order to sell the smaller car to all 

consumers, Seller would have to reduce the price to a level that even unbiased consumers would be willing to pay. 

But if such a low price is needed to capture the entire market with the smaller car, it is more profitable for Seller to 

capture the entire market with the larger car that can fetch a higher price. 
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consumer surplus will be 200 – 100 = 100. And, since 112.5 > 100, in Example 1b only the smaller 

car will be offered, at a price that will attract only the biased consumers, and the consumer surplus 

will be $
#
× (100 − 150) = −37.5.  

To assess the welfare effects of product differentiation, we compare the no-differentiation 

and differentiation worlds. In Example 1a, differentiation harms consumers who enjoy a surplus 

of 100 in the no-differentiation world and only 25 in the differentiation world. In a no-

differentiation world, all consumers get the superior product (the larger car), P1, whereas in the 

differentiation world, the biased consumers get the inferior product (the smaller car), P2, and 

overpay for it. In contrast, in Example 1b, differentiation helps consumers who lose 37.5 in the no-

differentiation world and lose only 12.5 in the differentiation world. In a no-differentiation world, 

unbiased consumers are left out of the market, whereas in the differentiation world they get the 

larger care, P1, and their purchases increase the overall consumer surplus. (In both worlds, biased 

consumers get the smaller care, P2, and overpay for it.) 

 

C. Underestimation 

 

Assume a U market with product differentiation and consider the following examples: 

 

Example 2a: There are two types of cars: (i) a highly fuel-efficient hybrid vehicle (P1), 

which provides a benefit of 300; and (ii) a gas guzzler but one that comes with fancier seats 

and a higher-end entertainment system (P2) and provides a benefit of 200. One-half (1/2) 

of consumers are sophisticated, and thus accurately identify the benefits that they would 

derive from each car. The other half (1/2) of consumers are present biased and thus 
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underestimate the fuel-efficiency advantage of P1; these consumers mistakenly think that 

the benefit from P1 is 100 (rather than 300).5  

 

Example 2b: Same as Example 2a, except that three-quarters (3/4) of consumers are 

sophisticated, and the other one-quarter (1/4) underestimate the benefit from P2, 

mistakenly thinking that it is 100 (rather than 300). 

 

In this differentiated market, unbiased consumers will get the hybrid vehicle, at a price of 

150 (which is half of the actual benefit, 300). And the biased consumers who underestimate the 

fuel-efficiency advantage of the hybrid car will get the gas guzzler with the fancy seats and the 

high-end entertainment system, at a price of 100 (which is half of the actual benefit, 200). With 

product differentiation, in Example 2a, Seller’s overall profit is: !
"
× 150 + !

"
× 100 = 125; and 

the overall consumer surplus is: !
"
× (300 − 150) + !

"
× (200 − 100) = 125. And, in Example 

2b, Seller’s overall profit is: $
#
× 150 + !

#
× 100 = 137.5; and the overall consumer surplus is: 

$
#
× (300 − 150) + !

#
× (200 − 100) = 137.5.  

To appreciate the welfare effects of product differentiation, we must compare the 

differentiation outcome to the no-differentiation benchmark. What would happen in a no-

differentiation world, where there is only one type of car? A preliminary question is what single 

type of car would be offered. Would sellers offer the hybrid or the gas guzzler? And what price 

 
5 To focus on situations where the underestimation bias is potentially most troubling, we assume that the 

underestimated benefit from P1 is lower than the accurately perceived benefit from P2, i.e., that the bias flips the 

relative desirability of the two products. 
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will they set? If Seller offers the gas guzzler (P2), then misperception doesn’t play a role (since 

only the benefit from P1 is misperceived). Seller sets a price 100 and earns a profit of 100. Note 

that all consumers buy P2. If Seller offers the hybrid vehicle (P1), then Seller would forgo the 

business generated by the biased consumers and set a price of 150, at which only unbiased 

consumers would make the purchase. Seller’s profit would then be !
"
× 150 = 75 in Example 2a 

and $
#
× 150 = 112.5 in Example 2b, reflecting a higher per-unit profit but a smaller number of 

units sold.6 Since 75 < 100, in Example 2a only the gas guzzler will be offered, and the consumer 

surplus will be 200 – 100 = 100. And, since 112.5 > 100, in Example 2b only the hybrid will be 

offered at a price that will attract only the unbiased consumers, and the consumer surplus will be 

$
#
× (300 − 150) = 112.5.  

We now compare the no-differentiation and differentiation worlds. In Example 2a, 

differentiation helps consumers who enjoy a surplus of 112.5 in the no-differentiation world and a 

higher surplus of 125 in the differentiation world. In the no-differentiation benchmark, all 

consumers get the inferior product (the gas guzzler), P2, whereas differentiation allows unbiased 

consumers to get the better product (the hybrid), P1. Also, in Example 2b, differentiation helps 

consumers who enjoy a surplus of 112.5 in the no-differentiation benchmark and a higher surplus 

of 137.5 with differentiation. In the no-differentiation benchmark, biased consumers are left out of 

 
6 Seller will never offer P1 at a price that will attract all consumers. Intuitively, in order to sell the hybrid car to all 

consumers, Seller would have to reduce the price to a level that even biased consumers would be willing to pay. But 

if such a low price is needed to capture the entire market with the hybrid car, it is more profitable for Seller to capture 

the entire market with the gas guzzler that can fetch a higher price. 
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the market, whereas differentiation allows them to at least get the gas guzzler, P2 (which still 

provides a positive benefit). 

 

 

3. A Model of Product Differentiation with Consumer Misperception 

 

There are two possible products (or product varieties), P1 and P2. In a market without 

product differentiation, only one of these two products is offered. In a market with product 

differentiation, both products are offered.7 The cost, to Seller, of manufacturing P1 is 𝑐! and the 

cost of manufacturing P2 is 𝑐". To focus on the effect of benefit and perceived benefit, we assume 

that 𝑐! = 𝑐" ≡ 𝑐. Consumers enjoy a benefit 𝑏! from P1 and 𝑏" from P2; assume that 𝑏! > 𝑏".8 

We analyze two types of misperception: 

(a) Overestimation: Biased consumers (mistakenly) think that the benefit from P2 is 𝛿𝑏", 

where 𝛿 > 1. For example, consider the market for new cars and assume, for simplicity, 

that there are two types of cars—one is larger with more leg-room and a bigger trunk (P1), 

whereas the other is smaller but comes with a higher-end entertainment system (P2). 

Consumers who overestimate the number of hours that they will spend listening to opera 

in the car will overestimate the benefit from P2. To focus on situations where the 

overestimation bias is potentially most troubling, we assume that 𝑏" < 𝑏! < 𝛿𝑏", i.e., that 

the bias flips the relative desirability of the two products. 

 
7 We acknowledge that, when differentiation is not possible, the single offered product might not be one of the two 
products that are offered in a market with differentiation, but rather a third product. 
8 In a more general model, we would not assume a single benefit for each product, but rather two demand curves—
one for each product. 
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(b) Underestimation: Biased consumers (mistakenly) think that the benefit from P1 is 𝛿𝑏!, 

where 𝛿 < 1. Consider, again, the market for new cars and assume, for simplicity, that 

there are two types of cars—one is a highly fuel-efficient hybrid vehicle (P1), whereas the 

other is much less fuel-efficient—we’ll sometimes call it a “gas guzzler”—but comes with 

fancier seats and a higher-end entertainment system (P2). Since the benefit from P1 accrues 

over time, present biased consumers will underestimate this benefit. To focus on situations 

where the underestimation bias is potentially most troubling, we assume that 𝛿𝑏! < 𝑏" <

𝑏!, i.e., that the bias flips the relative desirability of the two products. 

In both cases, we assume that a share 𝛼% of consumers are unbiased and recognize the true 

benefit (𝑏! or 𝑏"), whereas the remaining share 𝛼&(= 1 − 𝛼%) of consumers are biased and 

misperceive the benefit, as 𝛿𝑏" in the overestimation case or as 𝛿𝑏! in the underestimation case). 

Market power is such that Seller can set a price equal to a percentage 𝛾 < 1 of the consumers’ 

benefit (or WTP).9  

We study each case, Overestimation and Underestimation, separately. For each case, we 

ask whether there will be product differentiation in equilibrium and whether such differentiation 

is welfare enhancing or rather welfare reducing. 

 

A. Overestimation 

With product differentiation, Seller offers both products. Unbiased consumers buy P1, and 

biased consumers buy P2.10 In our example, the unbiased consumers buy the larger vehicle, at a 

 
9 Alternatively, we could assume that the price leaves consumers with a share 𝛾 of the overall (perceived) surplus, 
e.g., 𝛾(𝑏! − 𝑐). 
10 To see why unbiased consumers buy P1, observe that Seller sets 𝑝" = 𝛾𝑏" for P1 and the consumer surplus is 𝑏" −
𝑝" = (1 − 𝛾)𝑏". Seller would offer P2 to unbiased consumers at 𝑝! = 𝛾𝑏!, and the consumer surplus would be 𝑏! −
𝑝! = (1 − 𝛾)𝑏!. Since 𝑏" > 𝑏!, unbiased consumers buy P1. (Also, Seller is able to extract a higher price, and thus a 
higher profit, from unbiased consumers who buy P1.) This assumes that Seller can distinguish between biased and 
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price of 𝑝! = 𝛾𝑏!. And the biased consumers buy the smaller car with the high-end entertainment 

system (because they overestimate the benefit from the entertainment system). Moreover, Seller 

sets a high price for the smaller car with the high-end entertainment system, reflecting the biased 

consumers’ inflated WTP: 𝑝"& = 𝛾𝛿𝑏". With differentiation, Seller’s overall profit is: 𝜋' =

𝛼((𝑝! − 𝑐) + 𝛼)(𝑝"& − 𝑐) = 𝛼((𝛾𝑏! − 𝑐) + 𝛼)(𝛾𝛿𝑏" − 𝑐); and the overall consumer surplus is: 

𝐶𝑆' = 𝛼((𝑏! − 𝑝!) + 𝛼)(𝑏" − 𝑝"&) = 𝛼((1 − 𝛾)𝑏! + 𝛼)(1 − 𝛿𝛾)𝑏". 

Without differentiation, Seller offers the same car to all consumers. But which car will 

Seller offer? Would Seller offer the larger car (P1) or the smaller (P2)? And what price will Seller 

set? The answer depends on market conditions—on the aggregate demand for each model, which 

depends on the number of biased vs. unbiased consumers.11 If Seller offers P1, then misperception 

doesn’t play a role (since only the benefit from P2 is overestimated). Seller sets a price of 𝑝! =

𝛾𝑏! and earns a profit of 𝜋!*' = 𝛾𝑏! − 𝑐. Note that all consumers buy P1. If Seller offers P2, then 

she must choose which consumers she wants to serve. If Seller wants to serve all consumers, she 

will set a price of 𝑝" = 𝛾𝑏" and earn a profit of 𝜋"*' = 𝛾𝑏" − 𝑐. Alternatively, Seller could forgo 

the business generated by the unbiased consumers and set a higher price, 𝑝") = 𝛾𝛿𝑏" (the subscript 

“2B” stands for a P2 price targeting biased consumers), at which only overestimators would make 

the purchase. Seller’s profit will then be 𝜋")*' = 𝛼)(𝛾𝛿𝑏" − 𝑐), reflecting a higher per-unit profit 

but a smaller number of units sold.  

Note that, since 𝜋!*' > 𝜋"*', Seller will never offer P2 at a price that will attract all 

consumers. Intuitively, in order to sell the smaller car to all consumers, Seller would have to reduce 

 
unbiased consumers and set a lower P2 price for unbiased consumers. If Seller sets a higher P2 price, based on the 
WTP of the biased consumers, i.e., 𝑝!# = 𝛾𝛿𝑏!, then P2 becomes even less attractive to the unbiased consumers. For 
similar reasons, biased consumers buy P2. 
11 If we relax the equal-cost assumption (𝑐" = 𝑐! ≡ 𝑐), then the answer will also depend on the relative manufacturing 
costs of the two models. 
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the price to a level that even unbiased consumers would be willing to pay; Seller would not be able 

to price at a higher level that only biased consumers are willing to pay. But if such a low price is 

needed to capture the entire market with the smaller car, it is more profitable for Seller to capture 

the entire market with the larger car that can fetch a higher price. Therefore, without product 

differentiation: 

(i) Seller will offer P1, the larger car, to all consumers, if the profit that Seller can make from 

offering the larger car to all consumers exceeds the profit that she can make from offering 

the smaller car only to overestimators, i.e., if 𝜋!*' > 𝜋"&*'. In this case, consumer surplus 

will be 𝐶𝑆!*' = (1 − 𝛾)𝑏!. 

(ii) Seller will offer P2, the smaller car, at a price that will attract only biased consumers, if the 

profit that she can make from offering the smaller car only to overestimators exceeds the 

profit that Seller can make from offering the larger car to all consumers, i.e., if  𝜋"&*' >

𝜋!*'. In this case, consumer surplus will be 𝐶𝑆"&*' = 𝛼&(1 − 𝛿𝛾)𝑏". 

And, since 𝜋!*' > 𝜋"&*' is equivalent to 𝛾𝑏! − 𝑐 > 𝛼)(𝛾𝛿𝑏" − 𝑐), there exists a threshold 𝛼:) =

+,$-.
+/,%-.

, such that P1 will be offered to all consumers when 𝛼) < 𝛼:) and P2 will be offered only to 

biased consumers when 𝛼) > 𝛼:). We can thus write: 

𝐶𝑆*' = ; 𝐶𝑆!*' = (1 − 𝛾)𝑏! , 𝛼) < 𝛼:)
𝐶𝑆"&*' = 𝛼&(1 − 𝛿𝛾)𝑏" , 𝛼) > 𝛼:)

 

To assess the welfare effects of product differentiation, we compare the differentiation 

outcome to the no-differentiation outcome. In case (i), when 𝛼) < 𝛼:), product differentiation 

harms consumers, since 𝐶𝑆' < 𝐶𝑆!*'. Without differentiation, all consumers get the superior 

product (the larger car), P1, whereas in a market with product differentiation, the biased consumers 

get the inferior product (the smaller car), P2, and overpay for it. In contrast, in case (ii), when 𝛼) >
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𝛼:), product differentiation helps consumers, since 𝐶𝑆' > 𝐶𝑆"&*'. Without differentiation, unbiased 

consumers are left out of the market, whereas in a market with product differentiation, they get P1. 

(Both with and without differentiation, biased consumers get P2 and overpay for it.) 

To conclude, product differentiation harms consumers, when 𝛼) < 𝛼:) and helps 

consumers when 𝛼) > 𝛼:). In other words, product differentiation is more likely to harm 

consumers, when the share of biased consumers is small, i.e., when 𝛼) is small. Note that the 

threshold, 𝛼:), is decreasing in the magnitude of the misperception (𝛿), namely, the range of 

scenarios where product differentiation is harmful is smaller when the misperception is greater. 

Combining these results: Product differentiation is more likely to harm consumers, when the share 

of biased consumers is small and the magnitude of the bias is small. 

With respect to the no-differentiation consumer surplus (𝐶𝑆*'), we note that (i) 

𝐶𝑆"&*'(𝛼:)) =
+,$-.
+/,%-.

(1 − 𝛿𝛾)𝑏" < (1 − 𝛾)𝑏! = 𝐶𝑆!*',12 (ii) 𝐶𝑆"&*'(𝛼&) is linearly increasing in 

𝛼& when 𝛿𝛾 < 1 and linearly decreasing in 𝛼& when 𝛿𝛾 > 1, and (iii) 𝐶𝑆"&*'(𝛼& = 1) <

(1 − 𝛾)𝑏! = 𝐶𝑆!*'.13 Comparing to the consumer surplus with differentiation, we note that (i) 

𝐶𝑆*'(𝛼& = 0) = 𝐶𝑆'(𝛼& = 0), (ii) 𝐶𝑆'(𝛼&) is linearly decreasing in 𝛼&, and (iii) 𝐶𝑆*'(𝛼& =

1) = 𝐶𝑆'(𝛼& = 1).14 We can now graph the no-differentiation consumer surplus (𝐶𝑆*') as a 

function of 𝛼) – the blue line if Figure 1, and the consumer surplus with differentiation (𝐶𝑆') as 

a function of 𝛼) – the red line if Figure 1. (In Figure 1, we assume 𝛿𝛾 < 1.) 

 

 

 
12 To see this, observe that 𝐶𝑆!&'((𝛼0#) < 𝐶𝑆"'( for 𝑐 = 0 and that )*+!

),
< 0. 

13 The result that 𝐶𝑆!&'((𝛼& = 1) < (1 − 𝛾)𝑏" = 𝐶𝑆"'( follows from our assumption that 𝑏! < 𝑏" < 𝛿𝑏!. 
14 These results follow from the expression 𝐶𝑆( = 𝛼-(1 − 𝛾)𝑏" + 𝛼#(1 − 𝛿𝛾)𝑏!, which we derived above. 
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Figure 1: 𝐶𝑆*' (Blue line) and 𝐶𝑆' (Red line) as a function of 𝛼)	

 

B. Underestimation 

With product differentiation, Seller offers both products. Unbiased consumers buy P1, and 

biased consumers buy P2.15 In our example, the unbiased consumers buy the hybrid vehicle (P1), 

at a price of 𝑝! = 𝛾𝑏!. And the biased consumers, the myopic or present biased consumers who 

fail to account for the significant long-term cost-saving that the hybrid vehicle promises, buy the 

low fuel-efficiency car (P2), at a price of 𝑝" = 𝛾𝑏". With differentiation, Seller’s overall profit is: 

𝜋' = 𝛼%(𝑝! − 𝑐) + 𝛼&(𝑝" − 𝑐) = 𝛼%(𝛾𝑏! − 𝑐) + 𝛼&(𝛾𝑏" − 𝑐); and the overall consumer 

surplus is: 𝐶𝑆' = 𝛼%(𝑏! − 𝑝!) + 𝛼&(𝑏" − 𝑝") = 𝛼%(1 − 𝛾)𝑏! + 𝛼&(1 − 𝛾)𝑏". 

 
15 To see why unbiased consumers buy P1, observe that Seller sets 𝑝" = 𝛾𝑏" for P1 and the consumer surplus is 𝑏" −
𝑝" = (1 − 𝛾)𝑏". Seller would offer P2 to unbiased consumers at 𝑝! = 𝛾𝑏!, and the consumer surplus would be 𝑏! −
𝑝! = (1 − 𝛾)𝑏!. Since 𝑏" > 𝑏!, unbiased consumers buy P1. (Also, Seller is able to extract a higher price, and thus a 
higher profit, from unbiased consumers who buy P1.) This assumes that Seller can distinguish between biased and 
unbiased consumers and set a higher P1 price for unbiased consumers. If Seller sets a lower P1 price, based on the 
WTP of the biased consumers, i.e., 𝑝"# = 𝛾𝛿𝑏!, then P1 becomes even more attractive to the unbiased consumers. 
For similar reasons, biased consumers buy P2. 

𝛼) 
0 𝛼:) 1 



 20 

Without differentiation, Seller offers the same car to all consumers. But which car will 

Seller offer? Would Seller offer the hybrid (P1) or the gas guzzler (P2)? And what price will Seller 

set? The answer depends on market conditions—on the aggregate demand for each model, which 

depends on the number of biased vs. unbiased consumers.16 If Seller offers P2, then misperception 

doesn’t play a role (since only the benefit from P1 is underestimated). Seller sets a price of 𝑝" =

𝛾𝑏" and earns a profit of 𝜋"*' = 𝛾𝑏" − 𝑐. Note that all consumers buy P2. If Seller offers P1, then 

she must choose which consumers she wants to serve. If Seller wants to serve all consumers, 

specifically if she wants to keep the underestimators, she will set a price of 𝑝!& = 𝛾𝛿𝑏! and earn 

a profit of 𝜋!&*' = 𝛾𝛿𝑏! − 𝑐. Alternatively, Seller could forgo the business generated by the biased 

consumers and set a higher price, 𝑝! = 𝛾𝑏!, at which only unbiased consumers would make the 

purchase. Seller’s profit will then be 𝜋!*' = 𝛼%(𝛾𝑏! − 𝑐), reflecting a higher per-unit profit but a 

smaller number of units sold.  

Note that, since 𝜋"*' > 𝜋!&*', Seller will never offer P1 at a price that will attract all 

consumers. Intuitively, in order to sell the hybrid to all consumers, Seller would have to reduce 

the price to a level that even present-biased consumers would be willing to pay. But if such a low 

price is needed to capture the entire market with a hybrid, it is more profitable for Seller to capture 

the entire market with the gas guzzler that can fetch a higher price. Therefore, without product 

differentiation: 

(i) Seller will offer P2, the gas guzzler, to all consumers, if the profit that Seller can make 

from offering the gas guzzler to all consumers exceeds the profit that she can make from 

 
16 If we relax the equal-cost assumption (𝑐" = 𝑐! ≡ 𝑐), then the answer will also depend on the relative manufacturing 
costs of the two models. 
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offering the hybrid only to unbiased consumers, i.e., if 𝜋"*' > 𝜋!*'. In this case, consumer 

surplus will be 𝐶𝑆"*' = (1 − 𝛾)𝑏". 

(ii) Seller will offer P1, the hybrid, at a price that will attract only unbiased consumer, if the 

profit that Seller can make from offering the hybrid to these unbiased consumers exceeds 

the profit that she can make from offering the gas guzzler to all consumers, i.e., if 𝜋!*' >

𝜋"*'. In this case, consumer surplus will be 𝐶𝑆!*' = 𝛼%(1 − 𝛾)𝑏!. 

And, since 𝜋"*' > 𝜋!*' is equivalent to 𝛾𝑏" − 𝑐 > 𝛼%(𝛾𝑏! − 𝑐), there exists a threshold 𝛼:( =

+,%-.
+,$-.

, such that P2 will be offered to all consumers when 𝛼( < 𝛼:( and P1 will be offered only to 

unbiased consumers when 𝛼( > 𝛼:(. Equivalently, there exists a threshold 𝛼:) = 1 − 𝛼:(, such that 

P2 will be offered to all consumers when 𝛼) > 𝛼:) and P1 will be offered only to unbiased 

consumers when 𝛼) < 𝛼:).  We can thus write: 

𝐶𝑆*' = ; 𝐶𝑆"
*' = (1 − 𝛾)𝑏" , 𝛼( < 𝛼:(

𝐶𝑆!*' = 𝛼%(1 − 𝛾)𝑏! , 𝛼( > 𝛼:(
 

Or 

𝐶𝑆*' = ;𝐶𝑆!
*' = 𝛼%(1 − 𝛾)𝑏! , 𝛼) < 𝛼:)
𝐶𝑆"*' = (1 − 𝛾)𝑏" , 𝛼) > 𝛼:)

 

To assess the welfare effects of product differentiation, we compare the differentiation 

outcome to the no-differentiation outcome. In case (i), when 𝛼) > 𝛼:), product differentiation 

helps consumers, since 𝐶𝑆' > 𝐶𝑆"*'. Without differentiation, all consumers get the inferior 

product (the gas guzzler), P2, whereas in a market with product differentiation, the unbiased 

consumers get the superior product (the hybrid), P1. Also, in case (ii), when 𝛼) < 𝛼:), product 

differentiation helps consumers, since 𝐶𝑆' > 𝐶𝑆!*'. Without differentiation, biased consumers 

are left out of the market, whereas in a market with product differentiation, they at least get P2 

(which still provides a positive benefit). To conclude, when the misperception takes the form of 
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underestimation (of product benefits), product differentiation always helps consumer, relative to 

the no-differentiation benchmark. 

 

 

4. Extension: Overestimators and Underestimators in the Same Market 

 

We now extend the model to allow different shares of unbiased consumers, overestimators 

and underestimators in the same market. Assume that a share 𝛼% of consumers are unbiased and 

recognize the true benefit (𝑏! and 𝑏"), a share 𝛼&0 of consumers overestimate the benefit from P2, 

as 𝛿0𝑏", where 𝛿0 > 1, and a share 𝛼&- of consumers underestimate the benefit from P1, as 𝛿-𝑏!, 

where 𝛿- < 1. (We have 𝛼% + 𝛼&0 + 𝛼&- = 1.) To focus on situations where misperception is 

potentially most troubling, we assume that 𝛿-𝑏! < 𝑏" < 𝑏! < 𝛿0𝑏", i.e., that the bias flips the 

relative desirability of the two products. 

With differentiation, Seller’s overall profit is: 𝜋' = 𝛼((𝑝! − 𝑐) + 𝛼&0(𝑝"& − 𝑐) +

𝛼&-(𝑝" − 𝑐) = 𝛼((𝛾𝑏! − 𝑐) + 𝛼&0(𝛾𝛿0𝑏" − 𝑐) + 𝛼&-(𝛾𝑏" − 𝑐); and the overall consumer surplus 

is: 𝐶𝑆' = 𝛼((𝑏! − 𝑝!) + 𝛼&0(𝑏" − 𝑝"&) + 𝛼&-(𝑏" − 𝑝") = 𝛼((1 − 𝛾)𝑏! + 𝛼&0(1 − 𝛿0𝛾)𝑏" +

𝛼&-(1 − 𝛾)𝑏". 

Without differentiation, Seller offers the same car to all consumers. But which car will 

Seller offer? Would Seller offer the larger car (P1) or the smaller (P2)? And what price will Seller 

set? The answer depends on market conditions—on the aggregate demand for each model, which 

depends on the number of biased vs. unbiased consumers.17  

 
17 If we relax the equal-cost assumption (𝑐" = 𝑐! ≡ 𝑐), then the answer will also depend on the relative manufacturing 
costs of the two models. 



 23 

If Seller offers P1, then she must choose which consumers she wants to serve. If Seller 

wants to serve all consumers, she will set a price of 𝑝!) = 𝛿-𝑏! (the subscript “1B” stands for a 

P1 price targeting biased consumers) and earn a profit of 𝜋!&*' = 𝛾𝛿-𝑏! − 𝑐. Alternatively, Seller 

could forgo the business generated by the underestimators and set a higher price, 𝑝! = 𝛾𝑏!, at 

which only overestimators and unbiased consumers would make the purchase. Seller’s profit will 

then be 𝜋!*' = (𝛼( + 𝛼&0)(𝛾𝑏! − 𝑐) = (1 − 𝛼&-)(𝛾𝑏! − 𝑐), reflecting a higher per-unit profit but 

a smaller number of units sold.  

If Seller offers P2, then, again, she must choose which consumers she wants to serve. If 

Seller wants to serve all consumers, she will set a price of 𝑝" = 𝛾𝑏" and earn a profit of 𝜋"*' =

𝛾𝑏" − 𝑐. Alternatively, Seller could forgo the business generated by the unbiased consumers and 

by the underestimators and set a higher price, 𝑝") = 𝛾𝛿0𝑏" (the subscript “2B” stands for a P2 

price targeting biased consumers), at which only overestimators would make the purchase. Seller’s 

profit will then be 𝜋")*' = 𝛼&0(𝛾𝛿0𝑏" − 𝑐), reflecting a higher per-unit profit but a smaller number 

of units sold.  

Comparing the four options: 𝜋!&*' = 𝛾𝛿-𝑏! − 𝑐, 𝜋!*' = (1 − 𝛼&-)(𝛾𝑏! − 𝑐), 𝜋"*' = 𝛾𝑏" −

𝑐 and 𝜋")*' = 𝛼&0(𝛾𝛿0𝑏" − 𝑐), we note that: 𝜋!&*' < 𝜋"*'. This means that Seller will never offer 

P1 at a price that all consumers will accept. Intuitively, in order to sell the larger car to all 

consumers, Seller would have to reduce the price to a level that underestimators would be willing 

to pay. But if such a low price is needed to capture the entire market with the larger car, it is more 

profitable for Seller to capture the entire market with the smaller car that can fetch a higher price. 

Therefore, without product differentiation: 
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(i) Seller will offer P1, the larger car, to unbiased consumers and to overestimators, if 𝜋!*' =

𝑚𝑎𝑥{𝜋!*' , 𝜋"*' , 𝜋"&*' , }. In this case, consumer surplus will be 𝐶𝑆!*' = (𝛼( + 𝛼&0)(1 −

𝛾)𝑏! = (1 − 𝛼&-)(1 − 𝛾)𝑏!. 

(ii) Seller will offer P2, the smaller car, at a price that will attract all consumers, if 𝜋"*' =

𝑚𝑎𝑥{𝜋!*' , 𝜋"*' , 𝜋"&*' , }. In this case, consumer surplus will be 𝐶𝑆"*' = (1 − 𝛾)𝑏". 

(iii) Seller will offer P2, the smaller car, at a price that will attract only overestimators, if  

𝜋"&*' = 𝑚𝑎𝑥{𝜋!*' , 𝜋"*' , 𝜋"&*' , }. In this case, consumer surplus will be 𝐶𝑆"&*' =

𝛼&0(1 − 𝛿0𝛾)𝑏". 

Note that 𝜋!*' > 𝜋"*' is equivalent to (1 − 𝛼&-)(𝛾𝑏! − 𝑐) > 𝛾𝑏" − 𝑐. And let 𝛼:&- ≡ 1 − +,%-.
+,$-.

. 

Therefore, 𝜋!*' > 𝜋"*' iff 𝛼&- < 𝛼:&-. Also note that 𝜋!*' > 𝜋"&*' is equivalent to (1 − 𝛼&-)(𝛾𝑏! −

𝑐) > 𝛼&0(𝛾𝛿0𝑏" − 𝑐). And let 𝑚 ≡ +/.,%-.
+,$-.

. Therefore, 𝜋!*' > 𝜋"&*' iff 𝛼&- < 1 −𝑚𝛼&0. (𝛼&- =

1 −𝑚𝛼&0 is a threshold line in the (𝛼:&0, 𝛼:&-) plane, which intersects the 𝛼:&--axis at (0,1) and the 

𝛼:&0-axis at C +,$-.
+/.,%-.

, 0D.) Finally, note that 𝜋"*' > 𝜋"&*' is equivalent to 𝛾𝑏" − 𝑐 > 𝛼&0(𝛾𝛿0𝑏" −

𝑐). And let 𝛼:&0 =
+,%-.
+/.,%-.

. Therefore, 𝜋"*' > 𝜋"&*' iff 𝛼&0 < 𝛼:&0. We thus have: 

(i) Seller will offer P1 at a price that will attract unbiased consumers and overestimators, 

when 𝛼&- < 𝛼:&- and 𝛼&- < 1 −𝑚𝛼&0. 

(ii) Seller will offer P2 at a price that will attract all consumers, when 𝛼&- > 𝛼:&- and 𝛼&0 < 𝛼:&0. 

(iii) Seller will offer P2 at a price that will attract only overestimators, when 𝛼&0 > 𝛼:&0 and 

𝛼&- > 1 −𝑚𝛼&0. 

The three ‘No Differentiation’ outcomes are depicted in Figure 2 below.18 

 
18 We note two special cases: First, the case where we have only Overestimators and Unbiased Consumers, i.e., 𝛼0&/ =
0. In this case, when 𝛼0&0 <

12"/,
13#2$/,

, Seller offers P1 to unbiased consumers and overestimators; and when 𝛼0&0 >
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Figure 2: Mapping the No Differentiation Outcomes in the (𝛼:&0, 𝛼:&-) Plane 

 

In terms of consumer welfare, in case (i), when 𝛼&- < 𝛼:&- and 𝛼&- < 1 −𝑚𝛼&0, Seller will 

offer P1, the larger car, to unbiased consumers and to overestimators, and the consumer surplus 

will be 𝐶𝑆!*' = (𝛼( + 𝛼&0)(1 − 𝛾)𝑏! = (1 − 𝛼&-)(1 − 𝛾)𝑏!. In case (ii), when 𝛼&- > 𝛼:&- and 

𝛼&0 < 𝛼:&0, Seller will offer P2, the smaller car, at a price that will attract all consumers, and the 

consumer surplus will be 𝐶𝑆"*' = (1 − 𝛾)𝑏". And, in case (iii), when 𝛼&0 > 𝛼:&0 and 𝛼&- > 1 −

𝑚𝛼&0, Seller will offer P2, the smaller car, at a price that will attract only overestimators, and the 

consumer surplus will be 𝐶𝑆"&*' = 𝛼&0(1 − 𝛿0𝛾)𝑏". We can thus write: 

 
12"/,

13#2$/,
, Seller offers P2 only to overestimators. Second, the case where we have only Underestimators and Unbiased 

Consumers, i.e., 𝛼0&0 = 0. In this case, when 𝛼0&/ < 1 − 12$/,
12"/,

, Seller offers P1 to unbiased consumers; and when 𝛼0&/ >

1 − 12$/,
12"/,

, Seller offers P2 to unbiased consumers and underestimators. 
 

(iii) 
P2 Only to 

Overestimators 

(ii) 
P2 to All Consumers  

(i) 
P1 to Unbiased Consumers 

and Overestimators 

𝛼&- 

𝛼&0 
0 𝛼:&0 1 − 𝛼% 

𝛼:&- 

1 − 𝛼% 

1 

𝛾𝑏! − 𝑐
𝛾𝛿0𝑏" − 𝑐
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𝐶𝑆*' = E
𝐶𝑆!*' = (1 − 𝛼&-)(1 − 𝛾)𝑏! , 𝛼&- < 𝛼:&-	𝑎𝑛𝑑	𝛼&- < 1 −𝑚𝛼&0

𝐶𝑆"*' = (1 − 𝛾)𝑏" , 𝛼&- > 𝛼:&-	𝑎𝑛𝑑	𝛼&0 < 𝛼:&0

𝐶𝑆"&*' = 𝛼&0(1 − 𝛿0𝛾)𝑏" , 𝛼&0 > 𝛼:&0	𝑎𝑛𝑑	𝛼&- > 1 −𝑚𝛼&0
 

To assess the welfare effects of product differentiation, we compare the differentiation 

outcome to each of the no-differentiation outcomes: 

(i) When 𝛼&- < 𝛼:&-	𝑎𝑛𝑑	𝛼&- < 1 −𝑚𝛼&0 such that in the ND benchmark Seller offers P1 to 

unbiased consumers and overestimators: Unbiased consumers enjoy the same surplus, 

(1 − 𝛾)𝑏!, with and without differentiation; Overestimators enjoy (1 − 𝛾)𝑏! without 

differentiation and a smaller surplus (1 − 𝛿0𝛾)𝑏" with differentiation19; and 

Underestimators are excluded from the market without differentiation, whereas they enjoy 

a positive surplus, (1 − 𝛾)𝑏", with differentiation. Overall, the differentiation surplus is 

larger when 𝛼&-(1 − 𝛾)𝑏" > 𝛼&0[(1 − 𝛾)𝑏! − (1 − 𝛿0𝛾)𝑏"] or 𝛼&- > 𝛼&0 C
,$
,%
− !-/.+

!-+
D; 

and the no differentiation surplus is larger when 𝛼&- < 𝛼&0 C
,$
,%
− !-/.+

!-+
D.20  

(ii) When 𝛼&- > 𝛼:&-	𝑎𝑛𝑑	𝛼&0 < 𝛼:&0 such that in the ND benchmark Seller offers P2 at a price 

that will attract all consumers: Unbiased consumers enjoy (1 − 𝛾)𝑏" without 

differentiation and a larger surplus, (1 − 𝛾)𝑏!, with differentiation; Overestimators enjoy 

(1 − 𝛾)𝑏" without differentiation and a smaller surplus, (1 − 𝛿0𝛾)𝑏" with differentiation; 

and Underestimators enjoy (1 − 𝛾)𝑏" with and without differentiation. Overall, the 

differentiation surplus is larger when 𝛼([(1 − 𝛾)𝑏! − (1 − 𝛾)𝑏"] > 𝛼&0[(1 − 𝛾)𝑏" −

 
19 To see why the differentiation surplus is smaller, observe that (1 − 𝛿0𝛾)𝑏! < (1 − 𝛾)𝑏" is equivalent to 𝛾 <
2"/2$

2"/3#2$
 and note that 2"/2$

2"/3#2$
> 1. 

20 Observe that, since (1 − 𝛾)𝑏" > (1 − 𝛿0𝛾)𝑏! (see previous FN), we have 2"
2$
− "/3#1

"/1
> 0. 



 27 

(1 − 𝛿0𝛾)𝑏"] or 𝛼&0 < 𝛼(
!-+

+(/.-!)
∙ ,$-,%

,%
 or 𝛼&- < 1 − 𝛼&0 C1 +

+3/.-!4
!-+

∙ ,%
,$-,%

D; and the 

no differentiation surplus is larger when 𝛼&- > 1 − 𝛼&0 C1 +
+3/.-!4
!-+

∙ ,%
,$-,%

D.  

(iii) When 𝛼&0 > 𝛼:&0 and 𝛼&- > 1 −𝑚𝛼&0 such that in the ND benchmark Seller offers P2 at a 

price that will attract only overestimators: Unbiased consumers are excluded from the 

market without differentiation, whereas they enjoy (1 − 𝛾)𝑏! with differentiation; 

Overestimators enjoy (1 − 𝛿0𝛾)𝑏" with and without differentiation; and Underestimators 

are excluded from the market without differentiation, whereas they enjoy (1 − 𝛾)𝑏" with 

differentiation. Overall, the differentiation surplus is always larger. 

Observe that, in Case (i), the line 𝛼&- = 𝛼&0 C
,$
,%
− !-/.+

!-+
D determines whether the consumer 

surplus is larger with or without differentiation; and that, in Case (ii), the line 𝛼&- = 1 −

𝛼&0 C1 +
+3/.-!4
!-+

∙ ,%
,$-,%

D determines whether the consumer surplus is larger with or without 

differentiation. These two lines intersect at 𝛼&0 =
(!-+)(,$-,%),%

[(!-+),$-(!-+/.),%],$
, 𝛼&- = 1 − ,%

,$
. When 𝑐 = 0, 

the intersection satisfies 𝛼&0 < 𝛼:&0 =
+,%-.
+/.,%-.

 and 𝛼&- = 𝛼:&- = 1 − +,%-.
+,$-.

. Note that 7894
.

7.
< 0 and 

7894
5

7.
> 0. 

To get a better sense of the ranges, in the (𝛼&0, 𝛼&-) plane, where differentiation increases 

v. decreases welfare, consider the following example. Let 𝑏! = 100, 𝑏" = 80, 𝛿0 = 1.5 (𝛿0𝑏" =

120), 𝛿- = 0.6 (𝛿-𝑏! = 60), 𝛾 = 0.5 and 𝑐 = 0. Starting with the no differentiation benchmark, 

the three cases are defined by the threshold values 𝛼:&0 =
"
$
, 𝛼:&- = 0.2  and by the threshold line 

𝛼&- = 1 − 1.2𝛼&0. Turning to consumer surplus, the threshold lines are 𝛼&- =
$
#
𝛼&0 and 𝛼&- = 1 −

3𝛼&0. The different ranges are depicted in Figure 3 below. 
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Figure 3: The Effect of Product Differentiation on Consumer Surplus 
 

 

To conclude: When there are many overestimators (Case (iii)), in the ND benchmark Seller 

offers P2 at a price that will attract only overestimators. Here, differentiation helps unbiased 

consumers and underestimators who are excluded from the market without differentiation; 

overestimators are not affected. Differentiation increases the overall consumer surplus. When there 

are fewer overestimators and many underestimators (Case (ii)), in the ND benchmark Seller offers 

P2 at a price that will attract all consumers. Here, differentiation helps unbiased consumers who 

would get the better product, P1, and harms overestimators who would get the same, inferior 

product, P2, but pay a higher price; underestimators are not affected. Therefore, when the share of 

overestimators is sufficiently low, differentiation increases the overall consumer surplus; 

otherwise, ND is better. When there are fewer overestimators and fewer underestimators (Case 

(i)), in the ND benchmark Seller offers P1 to unbiased consumers and overestimators. Here, 
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differentiation helps underestimators who are excluded from the market without differentiation, 

and harms overestimators who would get a worse product, P2, and overpay for it; unbiased 

consumers are not affected. Therefore, when the share of overestimators is sufficiently low, 

differentiation increases the consumer surplus; otherwise, ND is better. 

 
 
 
 

5. Endogenous Misperceptions 

 
Thus far we have taken the prevalence and magnitude of the misperception as exogenous. 

We now briefly consider the implications of product differentiation, when misperceptions are 

endogenous. Sellers can invest in advertising that creates or enhances consumer misperception. 

They can attempt to inculcate or to increase a behavioral bias, such as present bias, availability 

bias, on unrealistic optimism. They might exploit limited attention or the effects of salience. For 

example, advertising can seek to increase optimism about fuel economy, or draw disproportionate 

attention to some minor positive attribute and thus lead to an overestimation of the product’s 

benefit. The question is whether the ability to engage in product differentiation increases or 

decreases sellers’ incentives to promote certain misperceptions and combat others.  

Overestimation. The effect of differentiation depends on the starting point, namely, on the 

initial share of overestiamtors. If the initial share of overestimators is small, then without 

differentiation Seller ignores the bias and offers the same (high quality) product to all consumers. 

In this case, Seller has no incentive to increase the share of overestimators (unless Seller can 

increase the share so much that the profit-maximizing strategy will be to focus on the 

overestimators; see below). In contrast, with differentiation, Seller has an incentive to increase the 

share of overestimators (and the magnitude of their bias), since Seller can extract a higher price 
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from the larger number of overestimators who are being targeted with a different (inferior but 

overestimated) product.  

If the initial share of overestimators is large, then without differentiation Seller focuses on 

the biased consumers and offers them the inferior but overestimated product; the unbiased 

consumers are excluded from the market. Seller has the same incentive to increase the share of 

overestimators (and the magnitude of their bias) when product differentiation is possible. 

Underestimation: If the initial share of underestimators is large, then without 

differentiation Seller offers the inferior product, whose benefit is not underestimated. Since the 

misperception does not affect market outcomes, Seller has no incentive to reduce the share of 

underestimators (unless Seller can reduce the share so much that the profit-maximizing strategy 

will be to focus on the unbiased consumers; see below). With differentiation, Seller offers the 

superior product to unbiased consumers and extracts a higher price (relative to the price that the 

inferior product can fetch), which provides Seller with an incentive to decrease the bias.  

If the initial share of underestimators is small, then without differentiation Seller offers the 

superior product, which underestimators do not buy. Therefore, Seller has an incentive to reduce 

the bias, so that more consumers will buy the superior product. With differentiation, 

underestimators buy from Sellers, albeit they buy the inferior product at a lower price. Seller has 

an incentive to reduce the bias and transform underestimators to unbiased consumers, so that they 

purchase the superior product at a higher price. But the incentive to decrease the bias is weaker 

with differentiation, since the shift is from a less profitable sale to a more profitable sale, whereas 

without differentiation the shift is from no sale to the more profitable sale. 
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6. Conclusion 

 

In S markets, where consumers are sophisticated, product differentiation is welfare 

enhancing, as it allows for a better matching between products and consumers. In U markets, where 

unsophisticated consumers misperceive the benefit from offered products (perhaps because of a 

simple lack of information, perhaps because of a behavioral bias), the picture is more complicated. 

When some consumers overestimate the benefit from an inferior product, product differentiation 

harms consumers if the superior product would have been offered to all consumers in a no-

differentiation world. If the inferior product would have been offered at an inflated price only to 

the biased consumers, then product differentiation helps the unbiased consumers (and does not 

harm the biased consumers). When some consumers underestimate the benefit from a superior 

product, product differentiation helps consumers because, in a no-differentiation world either (i) 

the inferior product would have been offered to all consumers; or (ii) the superior product would 

have been offered at a price that completely excludes biased consumers from the market (whereas 

differentiation allows biased consumers to at least get the inferior product). 

Cases where benefits are overestimated and thus product differentiation can be harmful are 

quite common. For example, biased consumers generate distorted demand for excessively 

expensive or unneeded life insurance, extended warranties, home protection plans, or 1,001 dance 

lessons. The distorted demand might be a product of availability bias or an overreaction to salient 
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events. In all of these cases, biased consumers might overestimate the benefits of the relevant 

offerings.21  

There is another set of cases where product differentiation can help unsophisticated 

consumers. Differentiation may allow for types of products that both maximize the seller’s profits 

and help the biased consumer. Consider a present-biased consumer would not purchase a gym 

subscription, because he underestimates the long-term benefits of gym membership. 

Differentiation may produce a gym membership with a low introductory rate (and a high long-

term rate), which is especially attractive to the present-biased consumer. The biased consumer 

would purchase this gym membership—to the benefit of both seller and buyer. Or consider a less 

sophisticated consumer who is likely to spend excessively and thus default on her bank loans. 

Differentiation may produce a financial product that helps such consumers manage their finances 

more responsibly (and thus also avoid defaulting on their bank loans). This could be beneficial to 

both the bank and the consumer. 

An understanding of why and when differentiation may harm or help consumers is relevant, 

of course, to policy and law. In some cases, there is no problem to solve. In other cases, the likely 

harm to consumers is a serious concern, though identifying the appropriate regulatory responses 

presents serious challenges (Bar-Gill and Sunstein 2025). Our goal here has been to outline the 

foundations for such responses by showing when and why differentiation might cause welfare 

gains or losses. 

 

 
21 For example, Camerer et al (2003) explain how extended warranties capitalize on people’s tendencies to overact to 

salient but rare events. And in Vokes v. Arthur Murray, Inc., 212 So. 2d 906 (Fla. Dist. Ct. App. 1968), a 51-year-old 

widow was induced to purchase 2,302 hours of dancing lessons despite lacking dance aptitude. 
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